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Abstract

The paper addresses a continuous-time continuous-space chance-constrained stochastic optimal control (SOC) problem via a Hamilton-
Jacobi-Bellman (HJB) partial differential equation (PDE) with Dirichlet boundary condition. We leverage the notion of exit time from
continuous-time stochastic calculus to formulate a chance-constrained (risk-constrained) SOC problem and convert it to a risk-minimizing
SOC problem via Lagrangian relaxation. The resulting Lagrangian possesses the time-additive Bellman structure, allowing the use of
dynamic programming to rewrite the risk-minimizing SOC problem as a problem of solving an HJB PDE. We show that the boundary
condition of this HJB PDE can be tuned appropriately to achieve a desired level of safety. Furthermore, it is shown that the proposed risk-
minimizing control problem can be viewed as a generalization of the problem of estimating the risk associated with a given control policy.
Two numerical techniques are explored, namely the path integral and finite difference method (FDM), to solve a class of risk-minimizing
SOC problems whose associated HJB equation is linearizable via the Cole-Hopf transformation. We apply our control synthesis framework
to a robot navigation problem with 2D and 3D state-space models and compare the solutions obtained using path integral and FDM.
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1 Introduction

In safety-critical missions, quantitative characterization of
system uncertainties is of critical importance as it impacts
the overall safety of the system operation. System uncertain-
ties arise due to unmodeled dynamics, unknown system pa-
rameters, and external disturbances. Subsequently, the con-
trol policies should be designed to accommodate such uncer-
tainties in order to achieve user-defined safety requirements.
Robust control is a popular paradigm to guarantee safety
against set-valued uncertainties [14,15]. Generally, a robust
control approach aims to synthesize a policy that optimizes
the worst-case performance, commonly known as the mini-
max policy. While such a strategy is suitable for applications
where safety is an absolute requirement, the computation of
the exact minimax policy is often intractable, which necessi-
tates a sequential outer-approximation of the uncertain sets.
This often results in overly conservative solutions [4]. Also,
robust control is difficult to apply when the uncertainty is
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modeled probabilistically using random variables with un-
bounded support (e.g., Gaussian distributions).

Chance-constrained or risk-constrained stochastic optimal
control (SOC) is an alternative paradigm for policy syn-
thesis under uncertainty [2, 18]. Unlike robust control, this
approach aims to optimize the system performance by ac-
cepting a user-specified threshold for the probability of fail-
ure (e.g., collisions with obstacles). Notably, the acceptance
of the possibility of failure is often effective to reduce the
conservatism of the controller even if the introduced proba-
bility of failure is practically negligible [29]. Consequently,
chance-constrained SOC is also widely used as a framework
for policy synthesis for systems in safety-critical missions.

In this paper, we consider a continuous-time continuous-
space chance-constrained SOC problem. A central challenge
in this problem stems from the fact that the continuous-time
end-to-end probability of failure is generally challenging to
evaluate and optimize against. A common course of action
found in the literature is to look for a tractable approx-
imation of the chance-constrained SOC problem in order
to use existing tools from optimization. In [2] a discrete-
time chance-constrained SOC problem is converted to a
disjunctive convex program by approximating the chance
constraint using Boole’s inequality. The disjunctive convex
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program is then solved using branch-and-bound techniques.
In [16] a continuous-time chance-constrained SOC prob-
lem is converted to a deterministic control problem with
convex constraints using generalized polynomial chaos ex-
pansion and Chebyshev inequality. The deterministic opti-
mal control problem is then solved using sequential con-
vex programming. Lagrangian relaxation is used in [20] to
transform a discrete-time chance-constrained SOC problem
into an unconstrained control problem which is solved us-
ing dynamic programming. In order to restore the time-
additive Bellman structure of the Lagrangian (which is re-
quired in dynamic programming), the authors approximate
the chance constraint using Boole’s inequality. Other ap-
proaches that consider approximations of the chance con-
straints include approaches based on concentration of mea-
sure inequalities [10], Bernstein approximation [17], and
moment based surrogate [24]. A common limitation of these
approaches is the conservatism introduced by the approxi-
mation of the chance constraints, leading to overly cautious
policies that compromise performance or cause artificial in-
feasibilities [7, 17, 22, 23]. Another way to build a compu-
tationally tractable approximation which is not necessarily
conservative is based on sampling techniques. The main ad-
vantage of this approach is its generality as it can be applied
to arbitrary uncertainty distribution, rather than only Gaus-
sian. However, since the approximation is based on random
samples, its solution may not satisfy the chance constraints.
Deep reinforcement learning algorithms such as soft actor
critic also have been used to solve the chance-constrained
SOC problems [11].

In this paper, we take an alternative venue to evaluate and
optimize against the probability of failure. In particular, we
leverage the notion of exit time from the continuous-time
stochastic calculus [5,26] to formulate a chance-constrained
(risk-constrained) SOC problem. The chance constraint is
transformed into an expectation of an indicator function,
which enjoys the same additive structure of the cost func-
tion. Lagrangian relaxation is then used to obtain an uncon-
strained risk-minimizing SOC problem whose cost function
consequently possesses the time-additive structure. This al-
lows us to use dynamic programming to rewrite the risk-
minimizing control synthesis problem as a problem of solv-
ing a Hamilton-Jacobi-Bellman (HJB) partial differential
equation (PDE) with Dirichlet boundary condition. We call
this HJB PDE a risk-minimizing HJB PDE. No approxima-
tion nor time discretization are introduced in this conver-
sion, and any numerical method to solve a Dirichlet bound-
ary value problem can be used to solve the risk-minimizing
SOC problem.

The contributions of this work are as follows: (1) We show
that synthesizing an optimal policy for a continuous-time
risk-minimizing SOC problem with control-affine system
dynamics and a control-quadratic cost function is equiva-
lent to solving an HJB equation with Dirichlet boundary
condition. While this equivalence result seems fundamen-
tal, it has not been noticed nor utilized in the control and
robotics literature to the best of authors’ knowledge. It is

shown that the boundary condition of the proposed risk-
minimizing HJB PDE can be tuned appropriately to achieve
a desired level of safety. (2) We show the risk-minimizing
control problem can be viewed as a generalization of the
risk estimation problem. The risk associated with any given
control policy can be computed by solving a PDE which is
a special case of the risk-minimizing HJB PDE. We further
provide a generalization of this PDE by relaxing its bound-
ary condition using the notion of regular points and prove
that the solution of this generalized PDE can be still inter-
preted as the risk. (3) We show that the solution of a class of
risk-minimizing HJB equations that are linearizable via the
Cole-Hopf transformation admits a Feynman-Kac represen-
tation. This implies that the optimal control policy for the
corresponding risk-minimizing SOC problems can be com-
puted by Monte Carlo sampling [30]. (4) The proposed con-
trol synthesis framework is validated on a robot navigation
problem. Two numerical techniques, path integral and finite
difference method (FDM) are applied to solve the linearized
risk-minimizing HJB PDE for 2D and 3D state-space models
and the solutions of path integral and FDM are compared.

Early forms of the results in this paper were presented
in [21]. This paper extends these results by (1) providing
the generalized version of the risk-estimation PDE by re-
laxing its boundary condition, (2) formally proving that the
linearized risk-minimizing HJB equation admits a Feynman-
Kac representation, (3) providing simulation results for a 3D
state-space model and (4) studying the scalability of FDM
and path integral methods via the numerical simulations.

Notation

Bold symbols such as xxx represent random variables. If a
stochastic process xxx(t) starts from x at time t, then let
Px,t (E) = P

(
E(xxx) | xxx(t) = x

)
denote the probability of

event E(xxx) involving the stochastic process xxx(t) conditioned
on xxx(t) = x, and let Ex,t [F (xxx)] = E [F (xxx) | xxx (t) = x]
denote the expectation of F (xxx) (a functional of xxx (t)) also
conditioned on xxx (t) = x. Let 1E be an indicator function,
which returns 1 when the condition E holds and 0 otherwise.
The

∨
symbol represents a logical OR implying existence

of a satisfying event among a collection. Tr(A) denotes the
trace of a matrix A. The short forms a.a. and a.s. denote
almost all and almost surely, respectively.

2 Preliminaries

Let Xs ⊆ Rn be a bounded open set representing a safe
region, ∂Xs be its boundary, and closure Xs = Xs ∪ ∂Xs.

2.1 Controlled and Uncontrolled Processes

Consider a controlled processxxx(t) ∈ Rn driven by following
control-affine Itô stochastic differential equation (SDE):

dxxx(t) =f (xxx(t), t) dt+G (xxx(t), t)u(xxx(t), t)dt

+Σ(xxx(t), t) dwww(t),
(1)
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where u (xxx(t), t) ∈ Rm is a control input,www(t) ∈ Rk is a k-
dimensional standard Wiener process on a suitable probabil-
ity space (Ω,F , P ), f (xxx(t), t) ∈ Rn, G (xxx(t), t) ∈ Rn×m

and Σ (xxx(t), t) ∈ Rn×k. Let x̂xx(t) ∈ Rn be an uncontrolled
process driven by the following SDE:

dx̂xx(t)=f(x̂xx(t),t)dt+Σ(x̂xx(t),t)dwww(t). (2)

At the initial time t0, xxx(t0) = x̂xx(t0) = x0 ∈ Xs. Through-
out this paper, we assume sufficient regularity in the coef-
ficients of (1) and (2) so that unique strong solutions ex-
ist [19, Chapter 1]. In the rest of the paper, for notational
compactness, the functional dependencies on x and t are
dropped whenever it is unambiguous.

2.2 Probability of Failure

For a given finite time horizon t ∈ [t0, T ], 0 ≤ t0 < T , if
the system (1) leaves the region Xs at any time t ∈ (t0, T ],
then we say that it fails.

Definition 1 (Probability of failure) The probability of
failure Pfail of system (1) is defined as

Pfail = Px0,t0

 ∨
t∈(t0,T ]

xxx(t) /∈ Xs

 . (3)

2.3 Exit Times

Let Q = Xs × [t0, T ) be a bounded set with the boundary
∂Q = (∂Xs × [t0, T ])∪ (Xs × {T}), and closure Q = Q∪
∂Q = Xs × [t0, T ]. We define exit time tttf for process xxx(t)
as

tttf := inf{t > t0 : (xxx(t), t) /∈ Q}. (4)
Alternatively, tttf can be defined as

tttf :=

{
T, if xxx(t) ∈ Xs,∀t ∈ (t0, T ),

inf {t ∈ (t0, T ) : xxx(t) /∈ Xs}, otherwise.
(5)

Similarly, exit time t̂ttf for process x̂xx(t) is defined as

t̂ttf := inf{t > t0 : (x̂xx(t), t) /∈ Q}. (6)

Note that by the above definitions, (xxx(tttf ), tttf ) ∈ ∂Q and(
x̂xx(̂tttf ), t̂ttf

)
∈ ∂Q.

3 Problem Formulation

We first formalize a chance-constrained SOC problem in
Section 3.1. In Section 3.2, the problem is converted to
an unconstrained SOC problem via Lagrangian relaxation,
leading to what we call a risk-minimizing SOC problem.

3.1 Chance-Constrained SOC Problem

Consider a cost function that is quadratic in the control input
and has the form:

C (x0, t0, u(·)) := Ex0,t0

[
ψ (xxx(tttf )) · 1xxx(tttf )∈Xs

+

∫ tttf

t0

(
1

2
uuuTR (xxx(t), t)uuu+ V (xxx(t), t)

)
dt

] (7)

where ψ (xxx(tttf )) denotes a terminal cost, V (xxx(t), t) a state
dependent running cost, and R (xxx(t), t) ∈ Rm×m a given
positive definite matrix (for all values of xxx(t) and t). We
wish to find an optimal control policy for system (1) such
that C (x0, t0, u(·)) is minimal and the probability of fail-
ure (3) is below a specified threshold. This problem can be
formulated as a risk-constrained (chance-constrained) SOC
problem as follows:

Problem 1 (Risk-constrained SOC problem)

min
u(·)

Ex0,t0

[
ψ(xxx(tttf))·1xxx(tttf )∈Xs

+

∫ tttf

t0

(
1

2
uuuTRuuu+V

)
dt

]
s.t. dxxx = fdt+Gudt+Σdwww, xxx(t0) = x0,

Px0,t0

 ∨
t∈(t0,T ]

xxx(t) /∈ Xs

 ≤ ∆,

(8)

where ∆ ∈ (0, 1) represents a given risk tolerance over the
horizon [t0, T ], and the admissible policy u(·) is measurable
with respect to the σ-algebra generated by xxx(s), 0 ≤ s ≤ t.

Remark 1 Note that our cost function is defined over time
horizon [t0, tttf ] instead of [t0, T ], because we assume that
there is no need to consider the cost incurred after the system
fails. Moreover, the above formulation based on exit time
tttf is useful in order to maintain the time-additive Bellman
structure of the cost function after Lagrangian relaxation.

3.2 Risk-Minimizing SOC Problem

Notice that Pfail in the risk constraint of (8) can be trans-
formed into an expectation of an indicator function as

Px0,t0

 ∨
t∈(t0,T ]

xxx(t) /∈ Xs

 = Ex0,t0

[
1xxx(tttf )∈∂Xs

]
. (9)

This formulation of the failure probability enjoys the same
additive structure of the cost function C. Now, we define the
cost function of the unconstrained SOC problem:

Ĉ(x0,t0,u(·)) :=C(x0,t0,u(·))+η Ex0,t0

[
1xxx(tttf )∈∂Xs

]
, (10)
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where η ≥ 0 is the Lagrange multiplier associated with the
risk constraint in (8). Note that the cost function Ĉ possesses
the time-additive structure for the application of dynamic
programming without having to introduce any conservative
approximation of the failure probability Pfail.

In this paper, we do not establish the exact correspondence
between η and ∆ (e.g. the Lagrange multiplier theorem [1])
and leave that task as a topic for future work. In what fol-
lows, η is treated as a given constant, and a control synthesis
framework is developed to minimize the Lagrangian (10)
through dynamic programming. In Section 6, we demon-
strate that η can be tuned appropriately to achieve a desired
level of safety.

Observe that if we define ϕ : Xs → R, as 1 :

ϕ (x) := ψ (x) · 1x∈Xs + η · 1x∈∂Xs , (11)

then, the second term in (10) can be absorbed in a new
terminal cost function ϕ as follows:

Ĉ(x0,t0,u(·))=Ex0,t0

[
ϕ(xxx(tttf ))+

∫ tttf

t0

(
1

2
uuuTRuuu+V

)
dt

]
. (12)

Now, the risk-minimizing SOC problem is formulated as

Problem 2 (Risk-minimizing SOC problem)

min
u(·)

Ex0,t0

[
ϕ (xxx(tttf ))+

∫ tttf

t0

(
1

2
uuuTRuuu+ V

)
dt

]
s.t. dxxx = fdt+Gudt+Σdwww, xxx(t0) = x0.

(13)

4 Main Results

This section presents the main results of the paper. In Sec-
tion 4.1, we show that Problem 2 can be solved via an
HJB PDE with appropriate Dirichlet boundary condition.
In Section 4.2, we present a special case of the proposed
risk-minimizing control problem, namely the risk estimation
problem. Lastly, in Section 4.3, we find a solution of a class
of risk-minimizing HJB equations that can be linearized.

4.1 Risk-Minimizing HJB PDE

In order to solve Problem 2 via dynamic programming, for
each (x, t) ∈ Q, and an admissible policy u(·) over [t, T ),

1 In what follows, function ϕ(x) sets a boundary condition for a
PDE and we often need technical assumptions on the regularity
of ϕ(x) (e.g., continuity on Xs) to guarantee the existence of
a solution of the PDE. When such requirements are needed, we
approximate (11) as ϕ(x) ≈ ψ(x)B(x) + η (1−B(x)), where
B(x) is a smooth bump function on Xs.

we define the cost-to-go function:

Ĉ(x, t, u(·))=Ex,t

[
ϕ (xxx(tttf ))+

∫ tttf

t

(
1

2
uuuTRuuu+V

)
dt

]
. (14)

The following result is obtained by applying the verification
theorem [6, Chapter IV] to Problem 2.

Theorem 1 (Verification theorem) Suppose there exists a
function J : Q → R such that

(a) J(x, t) is continuously differentiable in t and twice con-
tinuously differentiable in x in the domain Q;

(b) J(x, t) solves the following dynamic programming PDE
(HJB PDE):
−∂tJ=− 1

2
(∂xJ)

T
GR−1GT∂xJ+V

+fT∂xJ +
1

2
Tr
(
ΣΣT∂2xJ

)
,

∀(x, t) ∈ Q,

lim
(x,t)→(y,s)
(x,t)∈Q

J(x, t) = ϕ(y), ∀(y, s) ∈ ∂Q.

(15)

Then, the following statements hold:

(i) J(x, t) is the value function for Problem 2. That is,

J (x, t) = min
u(·)

Ĉ (x, t, u(·)) , ∀ (x, t) ∈ Q. (16)

(ii) The solution to Problem 2 is given by

u∗(x, t) = −R−1 (x, t)GT (x, t) ∂xJ (x, t) . (17)

Proof: Let J(x, t) be the function satisfying (a) and (b). By
Dynkin’s formula [19, Theorem 7.4.1], for each (x, t) ∈ Q
we have

Ex,t [J (xxx(tttf ), tttf )]=J(x, t)+Ex,t

[∫ tttf

t

dJ (xxx(s), s)

]
, (18)

where

dJ(xxx(s), s)=(∂tJ)ds+(dxxx)T∂xJ+
1

2
(dxxx)T

(
∂2xJ

)
(dxxx)

=(∂tJ)ds+(f+Gu)T(∂xJ)ds

+(Σdwww)
T
(∂xJ) +

1

2
Tr
(
ΣΣT∂2xJ

)
ds.

(19)

Substituting (19) into (18), and noticing that
Ex,t

∫ tttf
t

(Σdwww)
T
(∂xJ) = 0, we have

Ex,t [J (xxx(tttf ), tttf )] = J(x, t)

+Ex,t

[∫ tttf

t

(
∂tJ+(f+Gu)T(∂xJ)+

1

2
Tr
(
ΣΣT∂2xJ

))
ds

]
.

(20)

4



By the boundary condition of the PDE (15),
J (xxx(tttf ), tttf ) = ϕ (xxx(tttf )). Hence, from (20), we obtain

J(x, t) = Ex,t [ϕ (xxx(tttf ))]

−Ex,t

[∫ tttf

t

(
∂tJ+(f+Gu)T(∂xJ)+

1

2
Tr
(
ΣΣT∂2xJ

))
ds

]
.

(21)

Now, notice that the right hand side of the PDE in (15) can
be expressed as the minimum value of a quadratic form in
u as follows:

−∂tJ=−1

2
(∂xJ)

T
GR−1GT∂xJ+V+f

T∂xJ+
1

2
Tr
(
ΣΣT∂2xJ

)
=min

u

[
1

2
uTRu+V +(f+Gu)

T
∂xJ+

1

2
Tr
(
ΣΣT∂2xJ

)]
.

Therefore, for an arbitrary u, we have

−∂tJ≤
1

2
uTRu+V +(f+Gu)

T
∂xJ+

1

2
Tr
(
ΣΣT∂2xJ

)
(22)

where the equality holds iff

u = −R−1GT∂xJ. (23)

Combining (21) and (22), we obtain

J(x, t)≤Ex,t[ϕ(xxx(tttf ))]+Ex,t

[∫ tttf

t

(
1

2
uuuTRuuu+V

)
ds

]
= Ĉ (x, t, u(·)) .

(24)

This proves the statement (i). Since (24) holds with equality
iff (23) is satisfied, the statement (ii) also follows. ■

General conditions under which there exists a function
J(x, t) satisfying (a) and (b) in Theorem 1 are beyond the
scope of this paper. However, in Section 4.3 below, we focus
on a special case in which (15) can be linearized, where the
existence and uniqueness of such function is guaranteed.

Remark 2 Note that the risk-minimizing HJB PDE (15) is a
generalization of the Dirichlet boundary value problem [19].
Since the boundary condition of this PDE is characterized by
the Lagrange multiplier η of Problem 2, Theorem 1 implies
that the safety of an optimal policy of Problem 2 can be
tuned through the boundary condition of the PDE (15).

4.2 Risk Estimation

In practice, we are often interested in computing the proba-
bility of failure (3) for a given control policy u(·) [5,25]. In
Section 4.2.1 below, we show that the problem of computing
such a probability is a special case of the risk-minimizing
SOC problem (13), and thus it can be reduced to the prob-
lem of solving a PDE, which we call a risk-estimation PDE.

In Section 4.2.2, we provide a generalization of the risk-
estimation PDE by relaxing its boundary condition using the
notion of regular points and prove that the solution of this
generalized PDE can be still interpreted as the risk.

Problem 3 (Risk estimation) Find the probability of fail-
ure (Pfail) defined as (3), for system (1), given an admissible
control policy u (·).

4.2.1 Risk-Estimation PDE

Suppose ψ(x), R(x, t), V (x, t) and η take the following
values for all x and t

ψ(x) ≡ 0, R(x, t) ≡ 0, V (x, t) ≡ 0, η = 1. (25)

Let ϕ′(x) and Ĉ ′ (x0, t0, u(·)) be the cost functions obtained
after substituting the values (25) in (11) and (12), respec-
tively 2 :

ϕ′(x)=1x∈∂Xs
, Ĉ ′ (x0, t0, u(·))=Ex0,t0

[
1xxx(tttf )∈∂Xs

]
.

From (9), we recognize that

Ĉ ′ (x0, t0, u(·)) = Pfail. (26)

Hence, computing Ĉ (for a given admissible control policy
u(·)) with values in (25) is in fact the risk estimation prob-
lem. For this purpose, we define the cost-to-go function for
each (x, t) ∈ Q:

Ĉ ′ (x, t, u(·)) = Ex,t

[
1xxx(tttf )∈∂Xs

]
. (27)

Now, we show that the solution to Problem 3 is equivalent
to the solution of a PDE, which is a special case of the
risk-minimizing HJB PDE (15). Corollary 1 follows from
Theorem 1.

Corollary 1 Suppose there exists a function J : Q → R
such that

(a) J(x, t) is continuously differentiable in t and twice con-
tinuously differentiable in x in the domain Q;

(b) J(x, t) solves the following PDE for a given admissible
control policy u(·):
−∂tJ=(f+Gu)

T
∂xJ+

1

2
Tr
(
ΣΣT∂2xJ

)
, ∀(x, t)∈Q,

lim
(x,t)→(y,s)
(x,t)∈Q

J(x, t) = ϕ′(y), ∀(y, s)∈∂Q.

(28)

2 As mentioned in Section 3.2, similar to ϕ(x), we need assump-
tions on the regularity of ϕ′(x). These can be met by approximat-
ing ϕ′(x) with the help of a smooth bump function.
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Then, the solution to Problem 3 is given by

Pfail = J(x0, t0).

Proof: We know that the right hand side of the PDE in (15)
can be expressed as the minimum value of a quadratic form
in u. Therefore (15) can be rewritten as

−∂tJ=min
u

[
1

2
uTRu+(f+Gu)

T
∂xJ

+ V +
1

2
Tr
(
ΣΣT∂2xJ

) ]
,

(x, t) ∈ Q,

J(x, t) = ϕ(x), (x, t) ∈ ∂Q.
(29)

Suppose J : Q → R is a function that solves PDE (29).
Then from Theorem 1,

J (x, t) = min
u(·)

Ĉ (x, t, u(·)) , ∀ (x, t) ∈ Q. (30)

Now, substituting values (25) in (29) and (30) and getting
rid of “min

u
” we obtain PDE (28) and

J(x, t) = Ĉ ′ (x, t, u(·)) , ∀ (x, t) ∈ Q, (31)

respectively. Note that, here we do not perform the mini-
mization over u, since the control policy is already known
to us. Hence, if J(x, t) solves PDE (28) for a given con-
trol policy u(·), then from (31) and (26), we obtain Pfail =
J(x0, t0). ■

Corollary 1 implies that Problem 2 can be viewed as a gener-
alization of Problem 3, and the risk-estimation PDE (28) is a
special case of the risk-minimizing HJB PDE (15). Note that
(15) is nonlinear in J(x, t), whereas (28) is linear. Corollary
1 is consistent with the results obtained in [5, Theorem 1]
for the quantification of safety.

Remark 3 Corollary 1 also proves that the solution of PDE
(28) is unique and is given by J(x, t) = Ex,t

[
1xxx(tttf )∈∂Xs

]
.

We do not prove here the existence of the solution, rather
we suppose that a solution exists. Note that PDE (28) is a
special case of the Cauchy-Dirichlet problem. For a proof
of existence of a solution to the Cauchy-Dirichlet problem
we refer the readers to [8, Chapter 6].

4.2.2 Generalized Risk-Estimation PDE

In select applications, requiring that the solution to (28)
satisfies the boundary condition everywhere on ∂Q can be
overly restrictive. In this section, we consider a generalized
version of PDE (28) by reducing the requirement in the
boundary condition to hold only for a subset of points on the
boundary (x, t) ∈ ∂Q called the regular points. We show
that if a solution of such a PDE exists, then we can still

interpret it as the probability of failure. Before we state the
generalized version of Corollary 1 we need the following
definitions and an auxiliary lemma.

Definition 2 (Regular and irregular points) A point
(x, t) ∈ ∂Q is called regular for Q with respect to xxx(t) if
Px,t (tttf = t0) = 1; i.e., a.a. paths xxx(t) starting from x at
time t leave Q immediately. Otherwise the point (x, t) is
called irregular.

Example 1 Consider a punctured ball B = {x ∈ Rd : 0 <
∥x∥ < 1} and its boundary ∂B = {x ∈ Rd : ∥x∥ =
1} ∪ {0} i.e, the boundary ∂B contains the surface of the
ball B and the origin. If a Brownian motionwww(t) starts at the
origin, it returns to B immediately. On the other hand, if it
starts anywhere on the surface of B, it leaves B immediately
(c.f., the 0-1 law [19, Corollary 9.2.7]). Hence, the origin is
irregular for B with respect to www(t), whereas all points on
the surface of B are regular.

For more interesting examples of regular and irregular
points, see [13, Chapter 4].

Definition 3 (Hunt’s condition) A process xxx(t) is said to
satisfy Hunt’s condition if every semipolar set for process
xxx(t) is also polar for xxx(t). A semipolar set is a countable
union of thin sets and a measurable set E is called thin
for process xxx(t) if for all starting points, xxx(t) does not hit
E immediately, a.s. A measurable set F is called polar for
process xxx(t) if for all starting points, xxx(t) never hits F , a.s.

Hunt’s condition holds for Brownian motion [3]. See [19]
for a discussion on the requirements on the coefficients of
the SDE (1) in order for it to satisfies Hunt’s condition.

Lemma 1 Let QI denote the set of irregular points of Q
with respect to process xxx(t). Suppose xxx(t) satisfies the
Hunt’s condition. Then (xxx(tttf ), tttf ) /∈ QI a.s.

Proof: From the definition of irregular points, the set QI

is semipolar for xxx(t). Furthermore, since xxx(t) satisfies
Hunt’s condition, the set QI is polar for xxx(t), and therefore
(xxx(tttf ), tttf ) /∈ QI a.s. ■

We can now state the generalized version of Corollary 1 as
follows:

Proposition 1 Suppose xxx(t) satisfies Hunt’s condition and
there exists a function J : Q → R such that

(a) J(x, t) is continuously differentiable in t and twice con-
tinuously differentiable in x in domain Q;

(b) J(x, t) solves the following PDE for a given admissible
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control policy u(·):
−∂tJ=(f+Gu)

T
∂xJ+

1

2
Tr
(
ΣΣT∂2xJ

)
, ∀(x, t)∈Q,

lim
(x,t)→(y,s)
(x,t)∈Q

J(x, t) = ϕ′(y), ∀ regular (y, s)∈∂Q.

(32)

Then, the solution to Problem 3 is given by

Pfail = J(x0, t0).

Proof: Let J(x, t) be the function satisfying (a) and (b). By
Dynkin’s formula, for each (x, t) ∈ Q we have

Ex,t [J (xxx(tttf ), tttf )] = J(x, t)

+Ex,t

[∫ tttf

t

(
∂tJ+(f+Gu)T(∂xJ)+

1

2
Tr
(
ΣΣT∂2xJ

))
ds

]
.

The second term on the right side contains, in parentheses,
the PDE in (32) and is therefore zero. Hence, we obtain

J(x, t) = Ex,t [J (xxx(tttf ), tttf )] . (33)

Since xxx(t) satisfies Hunt’s condition, from Lemma 1 we
know that (xxx(tttf ), tttf ) does not belong to the irregular set of
Q a.s. Hence from the boundary condition of PDE (32),

Ex,t[J(xxx(tttf ), tttf )]=Ex,t [ϕ
′ (xxx(tttf ))]= Ĉ

′ (x, t, u(·)) . (34)

Combining (33), (34), and (26) we obtain

J(x0, t0) = Ĉ ′ (x0, t0, u(·)) = Pfail.

■

Note that Proposition 1 is more useful than Corollary 1
for the risk estimation in Example 1 because the boundary
condition at the origin is relaxed.

Remark 4 Similar to Corollary 1, Proposition 1 proves that
the solution to PDE (32) is unique and is given by J(x, t) =
Ex,t

[
1xxx(tttf )∈∂Xs

]
. Note that PDE (32) can be considered as

a special case of the generalized Dirichlet-Poisson problem,
the existence of whose solution is proved in [19, Chapter 9].

4.3 Linearizable Risk-Minimizing HJB PDE

In this section, we restrict our attention to a class of SOC
problems for which the associated risk-minimizing HJB
PDE can be linearized. Consider the class of SOC problems
for which there exists a positive constant λ satisfying the
following equation:

Σ(x, t)ΣT (x, t) = λG(x, t)R−1(x, t)GT (x, t). (35)

The above condition implies that the control input in the di-
rections with higher noise variance is cheaper than that in
the direction with lower noise variance. See [12] for further
discussion on this condition. Using the constant λ that sat-
isfies (35), introduce the Cole-Hopf transformation

J(x, t) = −λ log (ξ (x, t)) . (36)

Transformation (36) along with condition (35) allows us to
rewrite PDE (15) as a linear PDE in terms of ξ (x, t):

∂tξ=
V ξ
λ −fT∂xξ − 1

2Tr
(
ΣΣT∂2xξ

)
, ∀(x, t)∈Q,

lim
(x,t)→(y,s)
(x,t)∈Q

ξ(x, t)=exp
(
−ϕ(y)

λ

)
, ∀(y, s)∈∂Q.

(37)
The solution of a linearized HJB PDE is known to admit the
Feynman-Kac representation [12, 30]. We now prove that
the solution of the linearized risk-minimizing HJB PDE (37)
with Dirichlet boundary condition also admits the Feynman-
Kac representation. Let τ represent a trajectory of system
x̂xx(t) starting at (x, t). Let S (τ) represent the cost-to-go of
trajectory τ given as

S (τ) = ϕ
(
x̂xx(̂tttf )

)
+

∫ t̂ttf

t

V (x̂xx(t), t) dt. (38)

Theorem 2 (Feynman-Kac representation) Suppose
there exists a function ξ : Q → R such that

(a) ξ(x, t) is continuously differentiable in t and twice con-
tinuously differentiable in x in domain Q;

(b) ξ(x, t) solves the linearized risk-minimizing HJB PDE
(37).

Then

ξ (x, t) = Ex,t

[
exp
(
− 1

λ
S (τ)

)]
. (39)

Proof: Let ξ(x, t) be the solution to PDE (37). Consider
process

yyy(s) = exp
(
− 1

λ

∫ s

t

V (x̂xx(r), r) dr

)
ξ (x̂xx(s), s) . (40)

By Dynkin’s formula

Ex,t

[
yyy
(̂
tttf
)]

= Ex,t

[
yyy(t) +

∫ t̂ttf

t

dyyy (s)

]
. (41)

Applying the product rule to process (40) we obtain

dyyy(s)=d

{
exp
(
− 1

λ

∫ s

t

V dr

)}
ξ + exp

(
− 1

λ

∫ s

t

V dr

)
dξ

+ d

{
exp
(
− 1

λ

∫ s

t

V dr

)}
dξ.

(42)
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Since d
{

exp
(
− 1

λ

∫ s

t
V dr

)}
= −V

λ exp
(
− 1

λ

∫ s

t
V dr

)
ds, the

third term in (42) is O(dtdξ) and can be dropped. Now,
applying Itô’s lemma to dξ, we obtain

dyyy(s) =exp
(
− 1

λ

∫ s

t

V dr

)
(Σdwww)

T
∂xξ

+exp
(
− 1

λ

∫ s

t

V dr

)(
−V
λ
ξ+fT∂xξ+∂sξ+

1

2
Tr
(
ΣΣT∂2xξ

))
ds.

The second term contains, in parentheses, the PDE in (37)
and is therefore zero. Hence we can write (41) as

Ex,t

[
yyy
(̂
tttf
)]
= Ex,t

[
yyy(t)+

∫ t̂ttf

t

exp
(
− 1

λ

∫ s

t

V dr

)
(Σdwww)

T
∂xξ

]
.

(43)
Observing that the second term on the right side of (43) is an
Itô integral, which has expectation equal to zero, it follows
that

Ex,t

[
yyy(̂tttf )

]
= Ex,t [yyy(t)] . (44)

From (40),

Ex,t [yyy(t)] = Ex,t [ξ (x̂xx(t), t)] = ξ (x, t) , (45)

yyy(̂tttf) = exp

(
− 1

λ

∫ t̂ttf

t

V(x̂xx(r),r) dr

)
ξ
(
x̂xx(̂tttf), t̂ttf

)
. (46)

From the boundary condition of PDE (37),

ξ
(
x̂xx(̂tttf ), t̂ttf

)
= exp

(
−ϕ(x̂

xx(̂tttf ))

λ

)
. (47)

Combining (44), (45), (46), and (47) we obtain

ξ(x, t)=Ex,t

[
exp

(
−
ϕ
(
x̂xx(̂tttf )

)
λ

− 1

λ

∫ t̂ttf

t

V(x̂xx(r), r)dr

)]

=Ex,t

[
exp
(
− 1

λ
S(τ)

)]
.

(48)

The last equality follows from (38). ■

We thus proved that the solution of the linearized risk-
minimizing HJB PDE (37) with the Dirichlet boundary con-
dition admits the Feynman-Kac representation. This implies
that the optimal control policy for the corresponding risk-
minimizing SOC problems can be computed by Monte Carlo
sampling [30].

Remark 5 Theorem 2 proves that the solution of the lin-
earized risk-minimizing HJB PDE (37) is unique and is given
by (39). Again, here we assume that a solution of (37) exists
without proving it formally. Note that PDE (37) is a spe-
cial case of the Cauchy-Dirichlet problem. For a proof of
existence of a solution to the Cauchy-Dirichlet problem, we
refer the readers to [8, Chapter 6].

5 Numerical Techniques

In this section, we consider two numerical methods to solve
the linearized risk-minimizing HJB PDE (37), namely, the
path integral control and the finite difference method (FDM).

5.1 Path Integral Control

The path integral control framework utilizes the fact that
the solution to PDE (37) admits the Feynman-Kac repre-
sentation (39). The optimal control input u∗(x, t) (17) can
be obtained by taking the gradient of (39) with respect to
x [28, 30]. First, let us partition the state vector of sys-
tem (1) into xxx(t) = [xxxp(t) xxxc(t)]

T with xxxp(t) ∈ Rl the
non-directly controlled part, and xxxc(t) ∈ Rn−l the directly
controlled part. Subsequently, G(xxx(t), t) and Σ(xxx(t), t) can
be partitioned as G(xxx(t), t) = [0l×m Gc(xxx(t), t)]

T and
Σ(xxx(t), t) = [0l×k Σc(xxx(t), t)]

T , where Gc(xxx(t), t) and
Σc(xxx(t), t) correspond to the directly actuated states. After
taking the gradient of ξ(x, t) (39) with respect to x, we ob-
tain

u∗(x, t)dt = G (x, t)
Ex,t

[
exp
(
− 1

λS (τ)
)
Σc (x, t) dwww(t)

]
Ex,t

[
exp
(
− 1

λS (τ)
)] ,

(49)
where matrix G (x, t) is defined as

G (x, t) = R−1(x, t)GT
c (x, t)

(
Gc(x, t)R

−1(x, t)GT
c (x, t)

)−1
.

To evaluate expectations in (39) and (49) numerically, we
can discretize the uncontrolled dynamics (2) and use Monte
Carlo sampling [30]. Unlike FDM, the path integral frame-
work solves PDE (37) in the forward direction. It evaluates a
solution locally without requiring knowledge of the solution
nearby so that there is no need for a (global) discretization of
the computational domain. However, for real-time control,
Monte Carlo simulations must be performed in real-time in
order to evaluate (49) for the current (x, t).

5.2 Finite Difference Method

The finite difference method is one of the most popular ap-
proaches to solve partial differential equations. When the ge-
ometry of the computational domain is simple, it is straight-
forward to form discrete approximations to spatial differen-
tial operators with a high order of accuracy via Taylor series
expansions [9]. A finite number of grid points are placed at
the interior and on the boundary of the computational do-
main, and the solution to the PDE is sought at these finite
set of locations. Once the grid is determined, finite differ-
ence operators are derived to approximate spatial derivatives
in the PDE. In this work, centered formulas are used to ap-
proximate spatial operators with up to eight-order accuracy
at the interior grid points. For grid points near the bound-
ary, asymmetric formulas that maintain the order of accu-
racy are used in conjunction with Dirichlet boundary condi-
tion. The use of finite difference operators yields a system of
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ordinary differential equations (ODEs) that is integrated in
time with the desired method. The MATLAB suite of ODE
solvers [27] provides a number of efficient ODE integrators
with high-temporal order, error control, and variable time-
stepping that advance the solution in time.

Note that FDM solves the HJB PDE (37) backward in time.
The solution can be computed offline and the optimal con-
trol policy is stored in a look-up table. For a given state
and time, the optimal input for real-time control is obtained
immediately from the stored look-up table. However, it is
well known that the computational complexity and memory
requirements of the offline computation increase exponen-
tially as the state-space dimension increases.

6 Simulation Results

In this section, we validate the proposed control synthe-
sis and risk estimation frameworks. In Section 6.1, the lin-
earized risk-minimizing HJB PDE (37) is solved for a mo-
bile robot navigation problem. Two numerical techniques,
namely, FDM and path integral are used and their solutions
are compared. In Section 6.2, we solve the risk estimation
problem using PDE (28), and demonstrate how the value of
the Lagrange multiplier η controls the safety of the synthe-
sized optimal control policy.

6.1 Optimal Control Synthesis

The problem is illustrated in Figures 2 and 5 where a par-
ticle robot wants to travel in a 2D space from a given start
position (shown by a yellow star) to the origin (shown by
a green star), in finite time. The white region that lies be-
tween the outer and inner rectangles is Xs, and the edges of
the rectangles (shown in red) represent ∂Xs: the boundary
of Xs. The region inside the inner boundary (shown in black
hatching), and outside the outer boundary (not shown in the
figure) represents Xs

c
= Rn\Xs. We consider two system

models: (1) an input velocity model with a 2D state-space
and (2) a unicycle model with a 3D state-space.

6.1.1 Input Velocity Model

Let the states of the system be pppx and pppy , the positions along
x and y, respectively. The system dynamics are given by the
following SDEs:

dpppx = vxdt+ σdwwwx, dpppy = vydt+ σdwwwy, (50)

where vx and vy are velocities along x and y directions,
respectively. Assume

vx = vx + ṽx, vy = vy + ṽy,

where vx and vy are nominal velocities given by vx =
−kxpx and vy = −kypy for some constants kx and ky .

Hence, (50) can be rewritten as

dpppx = −kxpppxdt+ ṽxdt+ σdwwwx,

dpppy = −kypppydt+ ṽydt+ σdwwwy.
(51)

Now, the goal is to design an optimal control policy u∗ =
[ṽ∗x ṽ

∗
y ]

T for the cost function given in (13) and initial state
x0 = [−0.3 0.3]T . We set kx = ky = 0.5, V (xxx(t)) =
ppp2x(t) + ppp2y(t), ψ (xxx(T )) = ppp2x(T ) + ppp2y(T ), R = 1, t0 = 0,
T = 2, and σ2 = 0.01. For FDM, the computational domain
is discretized by a grid of 96 × 96 points and the solver
ode45 is used with a relative error tolerance equal to 10−3.
In the path integral simulation, for Monte Carlo sampling,
104 trajectories and a step size equal to 0.01 are used.

Figure 1 shows the comparison of solutions J(x, t0) and
u∗(x, t0) obtained from FDM (top row) and path integral
(bottom row) for η = 0.05 and η = 0.13. Since the path in-
tegral is a sampling-based approach its solutions are noisy
compared to FDM, as expected. Notice that for η = 0.05,
due to a lower boundary value, control inputs u∗(x, t0) push
the robot towards the inner or outer boundary from the
most part of Xs, except near the origin (the target position).
Whereas, for η = 0.13, aggressive inputs u∗(x, t0) are ap-
plied near the boundary to force the robot to go towards
the origin. In Figure 2, we plot 100 sample trajectories gen-
erated using synthesized optimal policies for four different
values of η. The trajectories are color-coded; the red paths
collide with the boundaries, while the blue paths converge
in the neighborhood of the origin. We observe that as η in-
creases, the weight of blue paths increases whereas that of
the red paths reduces. In other words, as η increases, the
failure probability decreases.

6.1.2 Unicycle Model

The states of the unicycle model xxx = [pppx pppy pppθ]
T consist

of its x − y position [pppx pppy]
T and orientation pppθ ∈ [0, 2π].

The system dynamics are given by the following SDEs:

dpppx = v cos(θ)dt+ σ cos(θ)dwwwv,

dpppy = v sin(θ)dt+ σ sin(θ)dwwwv,

dpppθ = ωdt+ σdwwwω

(52)

where v and ω are the linear and angular velocities, respec-
tively. Our goal is to design an optimal control policy u∗ =
[v∗ ω∗]T for the cost function given in (13) and initial state
x0 = [0 0.5 5.7]T . We set V (xxx(t)) = 0.1(ppp2x(t) + ppp2y(t)),
ψ (xxx(T )) = ppp2x(T ) + ppp2y(T ), R = 1, t0 = 0, T = 15, and
σ2 = 0.01. Note that the target angular position pppθ of the
agent is free. For FDM, a grid of 101× 161× 80 points and
the solver ode45 with a relative error tolerance eqaul to 10−3

are used. In the path integral simulation, for Monte Carlo
sampling, 105 trajectories and a step size eqaul to 0.05 are
used.

Figures 3 and 4 show surface plots of J(x, t0) and vector
fields v∗px,py

= [v∗ cos(θ) v∗ sin(θ)]T for θ = 0 and θ = π
2 ,

9



-0.4 -0.3 -0.2 -0.1 0 0.1
-0.1

0

0.1

0.2

0.3

0.4

-0.4 -0.3 -0.2 -0.1 0 0.1
-0.1

0

0.1

0.2

0.3

0.4
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Fig. 1. Input velocity model: comparison of solutions J(x, t0) and u∗(x, t0) obtained from FDM (a-d) and path integral (e-h) for η = 0.05
and η = 0.13. The optimal control inputs u∗(x, t0) in (b, d, f, h) are plotted together with contours of J(x, t0).
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Fig. 2. Robot navigation problem for the input velocity model. The
start position is shown by a yellow star and the target position (the
origin) by a green star. 100 sample trajectories generated using
optimal control policies for four different values of η are shown.
The trajectories are color-coded; red paths collide with the inner
or outer boundary, while blue paths converge in the neighborhood
of the green star.

respectively. In both the figures, the top row shows the re-
sults of the FDM for η = 0.08 and η = 0.2, and the bot-

tom row that of the path integral. Similar to the input veloc-
ity model, for a lower value of η (η = 0.08) the velocities
v∗px,py

push the robot towards the boundaries from the most
part of Xs, except near the origin (the target position). On
the other hand, for a higher value of η (η = 0.2) aggres-
sive velocities are applied near the boundary to force the
robot to go towards the origin. Figure 5, shows 100 sample
trajectories generated using synthesized optimal policies for
four different values of η. The red trajectories collide with
the boundaries, while the blue trajectories converge in the
neighborhood of the origin. Similar to the case of input ve-
locity model, we observe here that as η increases, the failure
probability decreases.

The factors that affect the computation speed of FDM in-
clude the grid size, the choice of an ODE solver and its
error tolerances. Whereas the computation speed of path in-
tegral depends on the number of Monte Carlo samples and
the number of steps. Table 1 records the average computa-
tion times of path integral and FDM for generating a sam-
ple trajectory with the optimal policy from the given start
position to the origin for both the models. The computation
times for offline computation and online table look-up of
FDM are recorded separately. For the input velocity model,
we set η = 0.13 and for the unicycle model, η = 0.27. The
rest of the parameters are as per Sections 6.1.1 and 6.1.2, re-
spectively. Both FDM and path integral are implemented in
MATLAB. Path integral simulations are run parallelly using
MATLAB’s parallel processing toolbox and an inbuilt GPU.
The numbers in Table 1 are conservative since no special
effort was made to optimize the algorithms for speed. The
recorded computation times imply that FDM is more effi-
cient than path integral for a lower-dimensional state-space,
whereas, for a higher dimensional state-space, path integral
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(a) J(x, t0) for η = 0.08 (b) v∗px,py
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(x, t0) for η = 0.08 (g) J(x, t0) for η = 0.2 (h) v∗px,py

(x, t0) for η = 0.2

Fig. 3. Unicycle model: comparison of solutions J(px, py, θ = 0, t0) and v∗px,py (px, py, θ = 0, t0) obtained from FDM (a-d) and path
integral (e-h) for η = 0.08 and η = 0.2. Velocities v∗px,py (px, py, θ = 0, t0) in (b, d, f, h) are plotted together with contours of
J(px, py, θ = 0, t0).
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(x, t0) for η = 0.2

Fig. 4. Unicycle model: comparison of solutions J(px, py, θ = π
2
, t0) and v∗px,py (px, py, θ = π

2
, t0) obtained from FDM (a-d) and

path integral (e-h) for η = 0.08 and η = 0.2. Velocities v∗px,py (px, py, θ = π
2
, t0) in (b, d, f, h) are plotted together with contours of

J(px, py, θ = π
2
, t0).
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Fig. 5. Robot navigation problem for the unicycle model. The start
position is shown by a yellow star and the target position (the
origin) by a green star. 100 sample trajectories generated using
optimal control policies for four different values of η are shown.
The trajectories are color-coded; red paths collide with the inner
or outer boundary, while blue paths converge in the neighborhood
of the green star.

is faster than FDM. This follows from the fact that the time
complexity of FDM grows exponentially as the state-space
dimension increases.
Table 1
Comparison of the computation times of Path integral and FDM
for 2D and 3D state-space models

Model Path Integral FDM FDM

(offline) (online)

Input velocity (2D) 33.32 s 16.14 s 2.14 s

Unicycle (3D) 246.61 s 5743.44 s 87.87 s

6.2 Risk Estimation

In this section, we solve a risk estimation problem via PDE
(28) using FDM. We compute the risks of the optimal poli-
cies synthesized for the mobile robot navigation problem
presented in Section 6.1 with the input velocity model. All
the parameters are set as per Section 6.1.1 except the initial
position x0, η, and σ2.
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(a) η = 0.05 (b) η = 0.13

Fig. 6. Colormaps of the failure probabilities of the optimal policies
synthesized for the input velocity model (with σ2 = 0.01) as
functions of initial position.
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Fig. 7. Failure probabilities of the optimal policies synthesized for
the input velocity model (with initial position x0 = [−0.3 0.3]T )
as a function of η for different noise levels (σ2).

First, we fix σ2 = 0.01 and plot in Figure 6 the colormaps
of the solutions J(x, t0) for η = 0.05 and η = 0.13. These
values represent the failure probabilities of the synthesized
optimal policies for η = 0.05 and η = 0.13 as functions of
initial position. Figure 6 illustrates that failure probabilities
are higher for η = 0.05 than for η = 0.13 over most of
Xs, except in the neighborhood of the origin (the target
position). Next, we fix the initial position x0 = [−0.3 0.3]T

and report the failure probabilities as a function of η for
different noise levels (σ2) in Figure 7. The data shown in
Figure 7 demonstrate how η can be tuned appropriately in
order to achieve a desired level of safety for a given noise
level.

7 Conclusion

The paper presented a solution approach for a risk-
constrained stochastic optimal control (SOC) problem based
on an HJB partial differential equation (PDE). We formu-
lated a risk-constrained control problem using the notion of
exit time and converted it to a risk-minimizing SOC problem
which has a time-additive cost function. It is shown that the
risk-minimizing control synthesis is equivalent to solving
an HJB PDE with Dirichlet boundary condition that can be
tuned appropriately to achieve a desired level of safety. We
also showed that the proposed risk-minimizing control prob-
lem can be viewed as a generalization of the risk estimation
problem. The finite difference and path integral methods
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are applied to solve a class of risk-minimizing SOC prob-
lems whose associated HJB equation is linearizable via the
Cole-Hopf transformation. The proposed control synthesis
framework is validated using a robot navigation problem
with two state-space models and the results obtained using
finite difference method and path integral are compared.

The analysis in this paper assumed that the Lagrange mul-
tiplier η to be a given constant. Future work will focus on
establishing the correspondence between η and the user-
specified risk bound. We also aim at providing a general-
ized version of the risk-minimizing HJB PDE by relaxing
its boundary condition, whose solution could be interpreted
as the value function of the risk-minimizing SOC prob-
lem. Other topics of future investigation include proving
existence of the solution of the nonlinear risk-minimizing
HJB PDE, discrete-time chance-constrained SOC, chance-
constrained stochastic zero-sum game, and comparing our
approach against the state-of-the-art chance-constrained op-
timal control approaches.
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